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Purpose

The primary purpose of this project is to allow students to use some simple proportional reasoning to tackle a fairly complex situation.  The students first explore the counterintuitive notion of a “false positive”.  That is, even if a every effective medical test produces a “positive” result, the chances of a patient actually being positive could be very low.  In fact, it depends on the prevalence of the disease in the population and not just the effectiveness or reliability of the individual test. Along the way terminology is developed in order to quantify what is meant by reliability (sensitivity and specificity).
Second, students get to explore this notion in a more realistic setting.  In the “real world”, one could have a two step procedure for helping to diagnose the presence of a certain disease or medical condition.  First patients are “screened”.  Based on these results some patients are referred by their doctors for more stringent testing.  It turns out that how often doctors refer patients for additional testing greatly affects the apparent reliability of the original screening tool!  In the medical field this is known as referral bias.  

In the following project, the mathematics is not hard or complicated (just proportional reasoning and some simple addition and subtraction).  However the realistic setting provides a complex environment (new vocabulary, lots of different numbers and rates, etc.) for students to develop and practice their quantitative reasoning and critical thinking skills.   
There is a lot of room for individual research on this project.  Students may wish to research specific data for a screening tool that they might have special interest in. 
Solutions

Part 1

a. Of the 10,000 HIV+ patients, 9,990 were tested positive by ELISA, leaving 10 that must have tested negative (but were still HIV+).  This gives us the entries in the first column.  Similarly, of the 10,000 HIV- patients, ELSA correctly identified 9,990 of them, leaving 10 HIV- individuals who received a negative test result.  This gives us the figures for the second column. 

	CLINICAL TRIALS
	 HIV-positive 
	 HIV-negative 
	TOTAL

	ELISA-positive


	9990

(TP)
	10

(FP)
	10,000

	ELISA-negative


	10

(FN)
	9990

(TN)
	10,000

	TOTAL


	10,000
	10,000
	20,000


b. See above.
c. 10,000 tested positive (first row total). Of these only 9990 were in fact HIV+.  Thus the sensitivity would be 9990/10000 = .999 = 99.9%.

d. For the specificity we want to focus on the percentage of correctly identified HIV- patients.  This would be 9990/10000 = .999 = 99.9 %.  Because of the way these figures were chosen (and hence the symmetry of the table), the specificity turned out to be the same as the sensitivity.  This need not always be the case.

Part 2

a. Since 1% of the population under consideration is HIV+, this amounts to 10,000 who are HIV+ and the remaining 990,000 are HIV-.  This gives us the totals for the two columns.  
b. Using the sensitivity value of 99.9%, we know that ELSA will return a positive on 99.9% of those who are truly HIV+.  Thus, the first entry would be .999*10000 = 9990.  
c. Similarly, the specificity rating of 99.9% indicates that 99.9% of the HIV- patients will be correctly identified.  Thus the number of true negatives (TN) is .999*990000 = 989,010.  At this point the table should look like:
	GENERAL POPULATION
	 HIV-positive 
	 HIV-negative 
	TOTAL

	ELISA-positive


	9990

(TP)
	(FP)
	

	ELISA-negative


	(FN)
	989,010

(TN)
	

	TOTAL


	10000
	990000
	


The entries for (FP) and (FN) can simply be obtained by subtraction from the column totals.  The row totals are now easy to calculate.

	GENERAL POPULATION
	 HIV-positive 
	 HIV-negative 
	TOTAL

	ELISA-positive


	9990

(TP)
	990

(FP)
	10980

	ELISA-negative


	10

(FN)
	989,010

(TN)
	989020

	TOTAL


	10000
	990000
	1,000,000


Investigating the ELISA’s false readings for 1,000,000 patients:
Each of these percentages is now simply a cell entry divided by either a row or column total.

a. The table quickly tells us that of the 10980 who tested positive (first row total), 990 were not HIV+.  Thus 990/10980 or approximately 9% of those tested positive were not in fact HIV+.  
b. The fact that nearly 10% received a false positive when the test was “99.9% reliable” should be a bit startling.
c. Similarly, 10/989020 = .001% received a false negative result. 
d. Again, this is quite different from what one might expect (assuming that one would expect 1-99.9% = .01%, this figure is 1/10th of the expected value).

Part 3

It is important to realize and stress that for both of the next two scenarios, we are using the fact that the test correctly identifies positive and negative results 99.9% of the time.
Case 1
a. One can proceed to fill in the table as before.  If .1% of the population is HIV+ then the first two column totals are easily found to be 1000 and 999000 respectively.  The ELISA will correctly identify 99.9% of the HIV+ patients or 999.  Also 99.9% of the HIV- patients will be correctly identified which is 998001.  Subtracting from the column totals yield the remaining values of (FN) and (FP) and row totals are easy to calculate.  If students calculate the sum of the row totals it should equal the sum of the column totals (one million people).  If these differ, they should double check their calculations.  The table entries are:
	BLOOD DONOR POOL
	 HIV-positive 
	 HIV-negative 
	TOTAL

	ELISA-positive


	999

(TP)
	999
(FP)
	1998

	ELISA-negative


	1
(FN)
	998001
(TN)
	998002

	TOTAL


	1000
	999000
	1000000


b. 999/1998 = .50 = 50%.  Wow!  50% of those who tested positive are not HIV+.  This could create a fair amount of panic when one receives word that they tested positive for HIV.  At this point there is still just a 50% chance that one is actually HIV+ (Again, we are still assuming that the test correctly identifies positive and negative 99.9% of the time.  This is a very important paradox that individuals should be aware of.)
c. 1/998002 = .000001 = .0001% of the negative results are in fact HIV+ patients.  Not very many false positives. Note the trade off.  The percentage of false positives is very high and the percentage of false negatives is very low.  Often when designing tests, one must make a decision as to whether or not it is more beneficial to have patients think they’re positive when they’re not or to have them think they’re negative when they’re not.  This could create some interesting moral and ethical discussions.  For instance, having someone in the population thinking they are HIV- when they’re not, could result in this person being more likely to engage in activities which could spread the AIDS virus.  However, mislabeling someone as HIV+ could cause that person to not start a family,  become severely depressed, and maybe even contemplate suicide.
d. The only factor we have changed is the prevalence of the disease (HIV) in the population (in the first example 1% were infected while in this example 0.1% were infected).

Case 2
The only thing we will change is the fact that 10% of the population is infected with HIV.  

a. The values are:

	I.V. DRUG USERS
	 HIV-positive 
	 HIV-negative 
	TOTAL

	ELISA-positive


	99900

(TP)
	900

(FP)
	100800

	ELISA-negative


	100

(FN)
	899100

(TN)
	899200

	TOTAL


	100000
	900000
	1000000


b. 900/100800 = .0089 or about 1% receive false positives.
c. 100/899200 = .00011 or about .01% receive false negatives.

d. Again, only the prevalence of the virus among the studied population makes for these fairly drastic changes in false positive and false negative readings.

Summary Questions
1. How many people have the disease is one of the most important factors in determining the number of false readings.

2. Yes this is possible.  See for example Part 3.  If one reduces the specificity and sensitivity values and reduces the prevalence of the disease in the population, the percentage of false positives and/or false negatives can be found to be extremely high.  If you want to have students take more time experimenting with different scenarios, this would be a good time to do it.  For example how do these false readings change is only sensitivity is changed?  What if only specificity is changed?  Setting this up on a spreadsheet would be a quick way for students to see the effect.
Part 4: An Added Complication

The main conclusion of the above work was that the percentage of the population which has a certain disease or medical condition greatly affects the percentages of false positives and false negatives for any test that is designed to detect it.  Previously we assumed we could somehow differentiate the false positives from the true positives.  However, without a definitive test (one that is 100% reliable) this may not be known.   Because of the complications related to subjecting patients to more definitive tests, not all patients undergo these more reliable procedures.  Hence, when one examines the data on a particular screening tool to determine the tool’s sensitivity and specificity values, one only examines the results of those patients who have be subjected to the more exhaustive medical tests (or series of tests).  These patients are those who are referred by a physician to undergo the more strenuous procedures. 
There are two new features to the basic model that will be addressed in this section.  A screening tool’s apparent sensitivity and apparent specificity are based on the smaller subset of data available, and the small subset of data is based on the referral rates of the doctors!  This section of the project explores the interplay between these quantities.
Investigating the results for the exercise stress test:

Case 1:
a. The left hand table is filled out the same way as in the above portion of the project and should go pretty quickly at this point.  For space considerations the row and column for the totals were left out, but students should certainly write these figures in.
For the remaining problems, you may wish to have different students or different groups of students working with different referral rates.  At the end of these notes, final figures are given for two other sets of referral rates.  At the very end of these notes you can find some general conclusions indicating how all of these various values depend on each other.
b. The figures in the first row (TP and FP) represent those patients who received a positive stress result.  Thus 32% of these patients will be referred to undergo angiography.  It should be stressed that at this point we don’t know which of these patients are truly CAD+ or not.  We do know that 32% of the TP and 32% of the FP will end up being referred.  This gives us the figures in the top row of the right hand table (e.g. 1875 * .32 = 600).  Since we are assuming that angiography is completely definitive, at this point we truly know that we had 600 true positives and 360 false positives.  Similarly, the second row of the right hand table is simply 3.5% of the corresponding figures in the left hand table (figures have been rounded to the nearest integer).  Row and column totals could be added at this point.

	
	 CAD +
	 CAD - 

	Stress-

positive


	1875

(TP)
	1125



(FP)

	Stress-negative


	625

(FN)
	6375



(TN)

	
	 CAD + 
	 CAD - 

	Positive

Referrals
	600
(TP)
	360
(FP)

	Negative

Referrals


	22
(FN)
	223
(TN)



2500         7500

c. It is important to realize that only the figures in the right hand table are actually known (the number of TP and FP in the left hand table are unknown).  Make sure this point is clear to students.
1. Using only the known data (the right hand table), there were 622 patients who were eventually diagnosed with CAD.  600 of these actually received a positive indication based on the stress testing.  So the apparent sensitivity would be 600/622 = .96 = 96%.  Note that the apparent sensitivity is quite a bit higher than the true sensitivity of 75%.
2. For specificity we are interested in knowing how well we predicted the true negatives.  Eventually, 583 patients were found to be free of CAD.  Of these, the stress test identified 223 as true negatives.  Thus the apparent specificity would be 223/583 = .38 = 38%.  This is much lower than the true values of 85%.
3. While there isn’t a number “3” on the student sheet, one may wish to re-assign values for the referral rates to see how these affect the apparent specificity and sensitivity values.  Or, have different groups working part “c” with different values.  Then, groups can report their findings to the class so this relationship can be explored.

If different groups are working with different scenarios, it can be a bit time consuming to check all of the different tables.  As mentioned before, an excel spreadsheet could be prepared ahead of time so figures would quickly be checked.  Or, there is also a Java applet which allows one to calculate all of these figures very quickly: http://radiographics.rsnajnls.org/cgi/content/full/22/2/e4/DC1 

Case 2:
This is the fun part!  As stated several times before, one really only has the information on the right hand side.  We have just seen that there is a difference between apparent and true sensitivity and specificity values.  By some simple reasoning, one can take the apparent values and “backtrack” to figure out the true values for the screening tool.   Again, the figures are very surprising.  Whereas the last problem started with true sensitivity and specificity values of 75% and 85% respectively, this problem will start with apparent sensitivity and specificity values of 75% and 85% respectively and calculate the true values.  
Note: There is the chance for some “round off error” in the following calculations.  Depending on how students round the various percentages and the resulting patient numbers, the row and column totals for the left hand table may differ slightly from the assumed 10,000 patients.  It’s fine to ignore this issue.
a. Of the 266 patients who were eventually diagnosed with CAD, 200 had received a positive stress result.  Thus the apparent sensitivity is 200/266 = 75%.  Similarly the apparent specificity is 258/(258+45) = 85%.
b. Starting with the first row, we know that the 200 and the 45 came from 32% of the respective figures in the first row from the left hand table.  Thus, the entries for the first row are (TP) = 200/.32 = 625 and (FP) = 45/.32 = 141.   Similarly, 3.5% of the values in the second row of the left hand table must produce the values in the second row of the right hand table.  So, (FN) = 66/.035 = 1886 and (TN) = 258/.035 = 7371.  Note that the sum of all the figures in the left hand table is slightly over 10,000.  As mentioned before this is due to trying to round to the nearest integer.  If students wish to spend the extra time doing so, they can try to fill in the left hand table with the added constraint that the sum must equal 10,000.  This is an interesting math problem, but doesn’t really shed any light on the problem at hand.
	
	 CAD +
	 CAD - 

	Stress-

positive


	625

(TP)
	
141


(FP)

	Stress-negative


	1886
(FN)
	7371


(TN)

	
	 CAD + 
	 CAD - 

	Positive

Referrals
	200

(TP)
	45

(FP)

	Negative

Referrals


	66

(FN)
	258

(TN)


c. We can now see that the original screening tool only correctly identified 625 of the (1886 + 625) CAD+ cases!  This amounts to a true sensitivity of 625/(1886+625) = 25%.  This seems abysmally low!  On the other hand, the true specificity is 7358/(7358+142) = 98%.  Thus,  in this situation one would conclude that exercise stress testing is very effective at identifying CAD- patients (the screening tool can fairly accurately tell you that you don’t have CAD), but is not very reliable at predicting if someone actually has CAD. 
d. Clearly answers should vary!  Students should be able to correctly distinguish between the notions of true sensitivity and specificity and apparent sensitivity and specificity.  Students should come away with realizing that the apparent values are greatly influenced by doctor referral rates.  They may also point out that screening tools which have high apparent values may in fact be very poor predictors (i.e. low true values).  Most importantly, students’ responses should accurately use the language and concepts from this project.

Alternate Solutions for Different Referral Rates:

Alternate Solution 1: 
b.  Keeping all other figures constant, if one assumes that doctors refer 75% of those who originally tested positive and 3.5% of those who tested negative the tables would look like:  (note: the left-hand table remains the same) 
	
	 CAD +
	 CAD - 

	Stress-

positive


	1875

(TP)
	1125



(FP)

	Stress-negative


	625

(FN)
	6375



(TN)

	
	 CAD + 
	 CAD - 

	Positive

Referrals
	1406

(TP)
	844

(FP)

	Negative

Referrals


	22

(FN)
	223

(TN)



2500         7500

c. Apparent sensitivity = 98%.  Apparent specificity = 21%
Case 2: Using the new referral rates here is a table one can use for Case 2.  Remember, just give the students the information from the right hand table and have them calculate the figures for the left hand table: 
	
	 CAD +
	 CAD - 

	Stress-

positive


	300

(TP)
	
61

(FP)

	Stress-negative


	2200

(FN)
	7439



(TN)

	
	 CAD + 
	 CAD - 

	Positive

Referrals
	225

(TP)
	46

(FP)

	Negative

Referrals


	77

(FN)
	260

(TN)


This yields a true sensitivity of only 12% and a true specificity of 99%.

Alternate Solution 2: 

b.  Keeping all other figures constant, if one assumes that doctors refer 32% of those who originally tested positive and 35% of those who tested negative the tables would look like:  (note: the left-hand table remains the same) 
	
	 CAD +
	 CAD - 

	Stress-

positive


	1875

(TP)
	1125



(FP)

	Stress-negative


	625

(FN)
	6375



(TN)

	
	 CAD + 
	 CAD - 

	Positive

Referrals
	600
(TP)
	360
(FP)

	Negative

Referrals


	219
(FN)
	2231
(TN)



2500         7500

c.  Apparent sensitivity = 73%.  Apparent specificity = 86%.  These are fairly close to the true values.  In fact whenever the positive referral rate is equal to the negative referral rate, the apparent and true values will always agree!  In this case the two referral rates are close, so the true and apparent values are also close.
Case 2: Using the new referral rates here is a table one can use for Case 2.  Remember, just give the students the information from the right hand table and have them calculate the figures for the left hand table: 
	
	 CAD +
	 CAD - 

	Stress-

positive


	1925
(TP)
	
1213

(FP)

	Stress-negative


	575
(FN)
	6287


(TN)

	
	 CAD + 
	 CAD - 

	Positive

Referrals
	616
(TP)
	388
(FP)

	Negative

Referrals


	201
(FN)
	2200
(TN)


This yields a true sensitivity of only 77% and a true specificity of 84%.  As mentioned above, these are close to the apparent values since the two referral rates are almost equal.
Some general conclusions:

I. When the two referral rates are equal, the true sensitivity and specificity values will equal the apparent values.  There is no referral bias in this case.

II. When the positive referral rate is higher than the negative referral rate, the true sensitivity will be lower than the apparent sensitivity, while the true specificity will be greater than the apparent specificity.

III. When the positive referral rate is lower than the negative referral rate these relationships are reversed: true sensitivity higher and true specificity lower.

IV. Changing the referral rates has no effect on the false positive and false negative rates.  While this wasn’t explored in the project, if students computed these false positive or negative percentages, they should get the same rate regardless of whether they use the left hand table or the right hand table (the numbers are different, the percentages should remain the same).  Some students may realize this on their own.
V. Changing the prevalence of the disease in the population greatly affects the false positive and false negative rates (as we saw in the first part of the project), but has no effect on the true or apparent sensitivity or specificity values.

VI. When the prevalence of disease is small, false positive rates are, in general high while false negative rates are low. (While the basic trends of these too percentages are as stated, their rates of increase/decrease vary significantly based on the specificity and sensitivity of the test.)
VII. When the prevalence of disease is high, false positive rates are, in general, low while false negative rates are high. (While the basic trends of these too percentages are as stated, their rates of increase/decrease vary significantly based on the specificity and sensitivity of the test.)
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